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Abstract

Modern data center workloads present significant challenges to the
existing dynamic power management (DPM) framework in Linux.
Existing DPM frameworks trade off Quality of Service (QoS) aware-
ness for responsiveness, oftentimes leaving significant energy-
saving opportunities on the table. In this work, we present eBPF
Governors, a framework to deliver highly responsive, low-overhead,
QoS-aware dynamic power management by leveraging the benefits
of eBPF, an emerging Linux kernel technology.

eBPF Governors achieves this goal by (1) moving the P-state de-
cision algorithm into eBPF programs in kernel space, (2) providing
QoS-awareness to Hardware Managed P-States (HWP) by guiding
performance preference knobs, (3) providing low-overhead QoS
reporting into kernel space by leveraging asynchronous eBPF Map
mechanisms, and (4) bypassing high-overhead QoS feedback by
intercepting network-based performance feedback through eXpress
Data Path (XDP) facilities provided by eBPF. We demonstrate that
under high load volatility, eBPF Governors achieves 2-6x more
power savings compared to existing state-of-the-art governors and
5.3% workload latency reduction by avoiding contention due to
userspace syscall updates.
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1 Introduction

In today’s data center and high-performance computing environ-
ment, efficient power management is crucial for reducing energy
consumption and improving the sustainability of computer systems.
As computing systems continue to scale, particularly in data centers

This work is licensed under a Creative Commons Attribution 4.0 International License.
ICS ’26, Belfast, United Kingdom
© 2026 Copyright held by the owner/author(s).
ACM ISBN 979-8-4007-2522-7/2026/07
https://doi.org/10.1145/3797905.3800518

and cloud environments, the demand for power has surged, mak-
ing energy efficiency a limiting factor in modern computer system
design. This paper explores how the current Linux power manage-
ment subsystem struggles to keep up with these demands. Dynamic
Voltage and Frequency Scaling (DVFS) has been the cornerstone
of balancing performance with power usage. However, with more
volatile workloads, such as microservices and serverless functions,
workload service times are decreasing into microsecond-scale with
greater workload variability, necessitating faster dynamic power
management mechanisms to achieve power savings.

Existing QoS-aware DPM policies are slow: A major chal-
lenge for dynamic power management policies is to support QoS-
awareness for workloads and to minimize the overhead of DVFS
configuration [7, 29, 33, 34, 52, 59]. To enable QoS awareness,
many dynamic power management techniques, such as Rubik [29],
𝜇DPM [7], Gemini [58], rely on obtaining tail latency metrics or
request latency estimation to guide DVFS decisions. Typically, these
QoS metrics are either instrumented from the workload or are re-
ported from clients and then passed into an Userspace governor that
makes frequency decisions. This QoS feedback typically results in
high overhead and sometimes requires significant workload instru-
mentation. For example, Rubik and 𝜇DPM update their tail latency
tables every 100ms, which can limit the responsiveness of dynamic
power management policies for highly volatile workloads.

In order for Userspace governors to initiate frequency changes,
they write to a sysfs [40] file exposed by the CPUFreq subsystem in
Linux [56], which incurs syscall overheads. This syscall overhead
and subsequent frequency change overhead (which we measure
to be 31ms) limits the responsiveness of DVFS policies and can
even interfere with workload performance under heavy DVFS re-
configuration updates. Therefore, many previously proposed DVFS
policies aim to reduce the overhead of DVFS by minimizing the
amount of frequency reconfigurations. For example, 𝜇DPM [7] only
increases frequency during reconfiguration and resets frequency
to the lowest level upon the next idle period. Gemini [58] takes
a two-step approach by boosting frequency when a violation is
predicted. These barriers limit the responsiveness of DVFS policies
and impact their ability to adapt to load volatility.

Existing Linux CPUFreq governors have low visibility: To
avoid the overhead of QoS-feedback to Userspace governors, tradi-
tional in-kernel CPUFreq governors (such as Schedutil, Ondemand,
etc.) utilize performance telemetries visible within the Linux kernel,
such as system load and scheduler load, to make frequency state de-
cisions [4]. These CPUFreq governors can achieve faster frequency
changes bywriting to CPUmodel-specific registers (MSR) to change
frequency. However, they are not QoS-aware as there are no low-
overhead mechanisms or generic interface to pass application-level
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(a) Existing Linux DVFS (P-state) subsystem (b) Hardware Managed P-states (HWP) (c) eBPF Governors (This work)

Figure 1: Illustrative overview of current Linux power management framework and eBPF Governors. Existing techniques are

either not QoS-aware 1 or require high-overhead syscalls 2 which impact responsiveness. Our work enables agile dynamic

power management (DPM) by using HWP 3 and offloading power state selection into eBPF space 4 .

QoS metrics into the CPUFreq driver, or kernel-space in general.
Thus, these traditional CPUFreq governors are typically not used
when running latency-critical workloads in data centers [26].

A new framework for agile Linux DPM: To overcome the
existing limitations of current DVFS mechanisms, this paper pro-
poses a new approach to dynamic power management using the
emerging Extended Berkeley Packet Filter (eBPF) [15] Linux ker-
nel technology. eBPF Governors offloads DVFS state decisions to
in-kernel eBPF programs. eBPF enables low-overhead mechanisms
to pass QoS information from userspace to eBPF programs and en-
ables eBPF Governors to perform low-overhead QoS-aware DVFS
updates directly to processor MSRs. This enables an extremely re-
sponsive power management framework that can adapt to high
load volatility. The major contributions in this paper are:
• (Section 2) A comprehensive analysis of the shortcomings of
current Linux power management systems and their challenges
in handling highly volatile workload environments.

• (Section 3) Introduction of eBPF Governors, an eBPF-based
power management framework that operates within the kernel,
drastically reducing frequency state management latency and
improving responsiveness. In addition, eBPF Governors in-
troduce various paths to enable low-overhead QoS feedback
into kernel space using asynchronous eBPF Maps and eXpress
Data Path (XDP) facilities.

• Integrating eBPF Governors with hardware-managed P-States
(HWP) to provide even lower overhead QoS-aware power man-
agement that can adapt to changing load conditions without
extensive overhead. To the best of our knowledge, this is the
first demonstration of a QoS-aware HWP-based power man-
agement solution, which we implement in both Userspace and
eBPF.

• (Section 4) Evaluates eBPF Governors on a variety of data cen-
ter workloads and load conditions to demonstrate eBPF Gover-
nors’ ability to achieve power savings (2-6x compared to state-
of-the-art solutions) under highly volatile workload conditions,
while existing power management experience degradation in
power savings.

After presenting the motivation, design, and evaluation of eBPF
Governors, we discuss related work in Section 5 and finally con-
clude in Section 6.

2 Rethinking Linux Power Management

Modern data center workloads are more dynamic and demanding
than ever, but the Linux power management stack has not kept
pace with these rapid changes. We first review how current Linux
power management subsystems operate and examine why they
fall short for today’s latency-sensitive, highly volatile workloads.
Figure 1 serves as an illustrative example to guide our motivation.
We highlight key limitations in how existing approaches handle
responsiveness and application-level QoS-awareness to motivate a
new class of agile power managers.

2.1 The CPUFreq subsystem

In Linux, CPU performance scaling is handled by the CPUFreq
(CPU Frequency scaling) subsystem [56]. The subsystem consists
of two main components that handle performance scaling: scaling
drivers and scaling governors.

Scaling drivers, such as the default acpi-cpufreq driver, adjust
processor power performance states (P-states)1 by writing specific
frequency values to model-specific registers (MSRs), e.g., setting
MSR_IA32_PERF_CTL to 2.4 GHz.

Scaling governors implement algorithms to select the proces-
sor’s power performance states. Common scaling governors include
Schedutil (which uses CPU utilization metrics available from the
CPU scheduler), Ondemand (which uses current CPU load), and
Powersave (which uses the lowest frequency). In Figure 1, 1 illus-
trates how these governors perform P-state selection logic in the
driver and set the process frequency by writing directly to processor
MSRs to set hardware core frequency.

While these scaling governors can lead to modest power sav-
ings, they are not aware of application-level QoS because their
only performance feedbacks are kernel-visible load and utilization,

1P-state, performance state, and frequency state are all used interchangeably.
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which are not necessarily strong indicators of application request
latency [12–14, 20, 34]. For example, the assumption of a linear
relationship between CPU load and required frequency does not
hold true for all workloads, leading to suboptimal performance or
unnecessary energy consumption. Furthermore, many data center
workloads are latency-critical and have strict timing requirements.
Without direct QoS feedback from applications, scaling governors
are not aware of the latency impact of P-state selection decisions.

2.2 QoS-aware Userspace Power Management

To enable QoS-aware dynamic power management, many prior
works move the P-state selection algorithms out of kernel space
and into userspace through the Userspace scaling governor 2 . This
allows power management to consider application-specific needs,
such as QoS, which kernel-space governors overlook. Userspace
governors can directly control processor P-states by writing to a
sysfs file (typically scaling_setspeed), which can lead to high
syscall overheads, averaging 31ms in our observation. Many state-
of-the-art QoS-aware dynamic power management techniques rely
on controlling the processor’s power performance states by utilizing
the Userspace governor [7, 8, 27, 29], which can limit responsiveness
to workload fluctuations, thereby missing crucial fine-grain power
saving opportunities.

Furthermore, enabling application-level QoS feedback often adds
significant complexity to system design. Integrating QoS feedback
mechanisms typically require instrumenting application code to
collect request latency metrics, which can be intrusive. In many
cases, the necessary performance data are collected from client-
side sources, introducing additional network latency overhead. As
a result, the entire feedback loop, from capturing application per-
formance to communicating metrics and triggering a frequency
adjustment, can introduce enough delay to make a timely response
challenging, especially for fast-changing or burstyworkloads. These
challenges further limit the ability for Userspace governors to react
quickly, frequently leading to missed power-saving opportunities
or violations of application QoS targets. This motivates the need for
new approaches that can provide both fine-grained QoS-awareness
and minimize overhead in QoS metric reporting.

2.3 Hardware-Managed P-States (HWP)

To provide more responsive DVFS, Hardware-Managed P-States
(HWP) [48, 55] were introduced in modern processors. HWP shifts
the responsibility of frequency selection from the software layer to
the hardware itself, as shown in Figure 1b. HWP is enabled through
the intel_pstate [55] and amd_pstate_epp [48] scaling drivers
in active mode. This enables low-level firmware on the processor
to adjust the core frequencies depending on power supply, thermal,
core voltage, and other hardware conditions. This approach offers
several advantages over traditional userspace heuristics approaches.

Firstly, HWP can react much faster to workload changes with
significantly less overhead. Since power management decisions are
made in the hardware, adjustments can occur instantaneously in
hundreds of nanoseconds or low microseconds. This allows the
system to respond to rapid fluctuations in workload that would be
impossible to manage effectively with traditional Linux governors.

Secondly, HWP takes advantage of thermal and voltage head-
room. The processor can directly monitor its own utilization, power
consumption, and temperature. This enables more efficient power
management decisions that can take advantage of thermal and
voltage headrooms that software control P-state selectors cannot.
However, the trade-off here is that P-state decisions are made us-
ing hardware-visible performance counters, losing valuable insight
from Linux kernel space or from application-level QoS metrics.

2.3.1 Biasing HWP. While software can no longer directly select
P-states, HWP exposes performance preference hints 3 that allow
us to bias and guide HWP’s decision either towards performance
or energy efficiency. These preference hints are called Energy-
Performance Preference (EPP) or Energy-Performance Bias (EPB)
for Intel and Energy Performance Preference (EPP) for AMD pro-
cessors. By tuning the preference bias knobs based on application
needs, the system can trade off performance and power by biasing
the hardware P-state selection algorithm. However, to the best of
our knowledge, no existing work utilizes these knobs to provide QoS-
awareness to HWP. In this work, we will demonstrate how this can
be done using both the Userspace governor and eBPF Governors.

2.4 (Un)responsiveness of CPUFreq governors

vs. Hardware-Managed P-States

Figure 2 compares the average power consumption (right) and
average frequency states (left) of traditional CPUFreq governors
(Performance, Schedutil, Userspace) and HWP while biased for
maximum performance and maximum power saving. To represent
power management policies that utilize the Userspace governor, we
implement a latency slack-based approach similar to Rubik [29]. In
this experiment, we run the Social Network microservice workload
from the DeathStarBench benchmark suite [19] while periodically
oscillating the load from 20% to 80% of peak supported RPS, cal-
culated while running HWP performance, with a period of 50 ms,
which mimics high volatility.

Schedutil provides modest power savings by lowering frequency
by 19% compared to the baseline, from 3292MHz down to 2669MHz.
This lower frequency selection results in 4% power savings. Rubik
performs slightly better than Schedutil; however, it still sets higher
frequencies and consumes more power compared to HWP. This is
due to Rubik’s slow 100ms QoS update interval, which prevents it
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from taking advantage of fine-grain frequency throttling opportu-
nity. Since HWP can provide nearly instantaneous DVFS changes
and exploit thermal and voltage headrooms, HWP can be more
aggressive and reduce frequency by another 42-60%, resulting in
up to 23% power savings. HWP can reduce the operating frequency
down to 1315 MHz with power preference, but at the cost of poten-
tially missing QoS targets due to aggressive power savings. Clearly,
HWP’s high responsiveness provides significant power savings.
However, to the best of our knowledge, no existing work has
extended HWP to be QoS-aware, which limits the applicability
of HWP in practice.

2.5 Need for New Linux Dynamic Power

Management Paradigm

Recent advances in hardware-managed P-states (HWP) have made
it possible to react to workload changes with much greater speed,
enabling significant power savings over traditional software-based
governors. However, as summarized in Table 1, these hardware-
driven approaches lack the mechanisms needed for application-
level QoS awareness, while userspace solutions that provide QoS
feedback are often hampered by high overheads and limited re-
sponsiveness. In contrast, in-kernel CPUFreq governors offer better
responsiveness but do not incorporate QoS feedback efficiently.

This landscape reveals a clear gap: no existing approach provides
both the fast, low-overhead control of hardware-based solutions
and the fine-grained, QoS-aware decision-making required by mod-
ern workloads. Bridging this gap calls for a new paradigm in dy-
namic power management, one that combines rapid response with
application-level insight, without introducing additional overhead.

2.5.1 Latencies for power state updates. A closer look at the latency
of different power management actions highlights the magnitude
of this overhead. Setting an Energy Performance Preference (EPP)
value from userspace takes, on average, 21,878 microseconds, while
setting a frequency directly from userspace takes even longer, av-
eraging 30,779 microseconds. These numbers represent only the
time to execute the setting operation itself, not even the full time
until the change is observed by the hardware. Unlike traditional
approaches that operate within the CPUFreq subsystem framework,
eBPF Governors bypasses the CPUFreq subsystem (both the
driver and governors) entirely. This design offloads the governor’s

Table 1: Comparison of Linux dynamic power management

governors and their properties.

P-state

Selection

Power

Control Knob
Response

QoS

Awareness

CPUFreq
Governors

In kernel
(Driver) P-state Medium No

Userspace
Governor Userspace P-state Slow Yes

HWP CPU
Firmware

Static
Performance
Preference

Fast No

Userspace

w/ HWP

(This work)

Userspace

HWP w/ Dynamic

Performance

Preference Hint

Fast Yes

eBPF

Governor

(This work)

In kernel

(eBPF)

HWP w/ Dynamic

Performance

Preference Hint

Fastest Yes

Figure 3: Detailed overview of eBPF Governors, which con-

sists of 1 eBPF program for power performance state selec-

tion, 2 low overhead QoS reporting, 3 guiding HWP with

QoS-aware performance preference bias and 4 bypassing

high-overhead QoS feedback from workload clients.

P-state selection logic into an eBPF program (Figure 1c 4 ), elimi-
nating the overhead of both communication and syscall handling
context-switches to kernel.

In addition, as our results in Section 4 demonstrate, existing
CPUFreq techniques cannot sustain power savings with sub-100ms
volatility. By observing these numbers, it is clear that Userspace
governors are fundamentally limited in their ability to respond
quickly to changing workload conditions, especially for latency-
sensitive applications. By comparison, updating preference hints
from kernel space, which is the primary method used by eBPF
Governors, is two orders of magnitude faster , requiring only
~206 microseconds.

3 eBPF Governors

In this work, we present eBPF Governors, a framework to de-
liver highly responsive low-overhead QoS-aware dynamic power
management. Figure 3 shows a detailed overview of eBPF Gov-
ernors. eBPF Governors achieves this goal by 1 moving the
power performance state decision algorithm into eBPF programs in
kernel space, 2 providing low overhead QoS reporting into kernel
space by leveraging asynchronous eBPF Maps and 3 providing
QoS-awareness to HWP by guiding performance preference knobs.

We observe that eBPF Governors is so agile, that traditional
QoS feedback paths became a limiting factor in testing the
limits of eBPF Governors’s responsiveness. Thus, we additionally
introduce 4 to bypass the high-overhead client-provided QoS
feedback by intercepting network-based performance feedback
through eXpress Data Path (XDP) facilities provided by eBPF. eBPF
Governors achieves agile power management through the respon-
siveness of HWP while providing low-overhead QoS-awareness
through eBPF facilities. In the remainder of this section, we will
discuss each component of eBPF Governors.

3.1 Leveraging eBPF for Power Management

eBPF [15] is a powerful feature of the Linux kernel that permits the
execution of sandboxed programs within kernel space without mod-
ifying kernel source code or loading kernel modules. Initially devel-
oped for advanced network packet filtering, eBPF has evolved into a
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versatile framework for extending kernel functionality across vari-
ous domains. For instance, eBPF has been used in high-performance
networking applications, system tracing and profiling tools like
bpftrace [3], and security enforcement mechanisms that monitor
and control system behavior in real time [15, 30, 39, 44].

Recent work has applied eBPF to core operating-system compo-
nents and new platforms. Ghost demonstrated how a user-space
scheduler can delegate its logic into eBPF [24], and sched-ext ex-
tended this idea with a flexible, eBPF-based scheduling framework
for custom policies [49]. On the networking side, Cilium leverages
eBPF to implement a fast dataplane for Kubernetes services, replac-
ing traditional proxy layers with in-kernel processing [10]. Finally,
Microsoft has brought eBPF to Windows, supporting many of the
same in-kernel programmability features [37].

eBPF enables developers to write kernel-level programs that are
verified to prevent illegal operations and ensure safety [32]. Unlike
traditional kernel modules, eBPF programs can be dynamically
loaded and updated without kernel recompilation, allowing rapid
iteration and deployment of management policies. Additionally,
eBPF provides flexibility by allowing programs to attach to various
kernel hooks, intercepting and acting upon a wide range of system
events. This capability is crucial for implementing custom power
management logic that responds to specific conditions or events
within the system.

In the eBPF Governors framework, the power performance
hint selection logic is entirely embedded within an eBPF program.
Central to this design is the userspace application library, which
serves as the interface between end-user applications and the eBPF-
based power manager for QoS reporting and initialization.

3.2 Power-Performance Trade-off of

Hardware-Managed P-states

As demonstrated earlier, eBPF Governors leverages HWP to de-
liver QoS-aware power management. Here we characterize the
power-performance trade-off opportunity that HWP’s available
knobs can expose and the opportunity in leveraging these knobs.

Unlike CPUFreq, which directly selects P-states, HWP exposes
Performance Preference Hints, which are values that bias the hard-
ware’s P-state decisions toward either performance or energy effi-
ciency. Figure 4 illustrates the trade-offs in latency as these prefer-
ence hints are adjusted. For this evaluation, we tested workloads
including Triton Inference Server [41], Data Caching from Cloud-
Suite [17], and Social Network, Hotel Reservation, and Media Ser-
vices from the DeathStarBench suite [19] on an AMD processor.
Details of our experimental setup and benchmarks are provided in
Section 4.1. The Energy Performance Preference (EPP) knob ranges
from 0 (maximum performance) to 255 (maximum power savings).

We observe that power-saving settings (higher EPP values) re-
duce power consumption but increase 99th percentile tail latency,
particularly under heavy loads, risking Quality of Service (QoS) vio-
lations. Conversely, these settings are advantageous at lower loads,
where latency constraints are less stringent. Given the varying
latency responses across workloads, eBPF Governors dynamically
adjusts preference hints to optimize power usage while adhering
to QoS requirements.
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Figure 4: 99th percentile tail latency and power usage of

workloads under HWP Performance and Powersave prefer-

ence. Workloads experience a quicker violation of target tail

latency under power-saving settings, although power con-

sumption will be reduced.

3.3 Dynamic Power Management Policy for

Hardware-Managed P-states

The flexibility of eBPF makes it possible to implement virtually any
power management policy directly in the kernel. Even cutting-edge
techniques that rely on machine learning can be adapted to run
in eBPF. For example, Gemini [58] uses a small neural network
to predict search engine query service times and guide frequency
scaling. By leveraging recent work on running neural network
inference in eBPF [5], Gemini’s predictive model can be embedded
in the eBPF Governors itself. Running governors in eBPF removes
the overhead of context switches and syscalls, enabling policies to
react on the order of microseconds rather than milliseconds.

To demonstrate the effectiveness of the idea behind eBPF Gover-
nors, we implemented a latency slack-based policy [6, 7, 29, 58, 59]
to dynamically tune HWP performance preference hints. Latency
slack is defined as:

𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑆𝑙𝑎𝑐𝑘 =
(
𝑇𝑡𝑎𝑟𝑔𝑒𝑡 −𝑇𝑐𝑢𝑟𝑟𝑒𝑛𝑡

)/(
𝑇𝑡𝑎𝑟𝑔𝑒𝑡

)
(1)

where 𝑇𝑡𝑎𝑟𝑔𝑒𝑡 is the target tail latency and 𝑇𝑐𝑢𝑟𝑟𝑒𝑛𝑡 is the current
observed tail latency. A positive slack indicates that the applica-
tion is performing below its latency target, suggesting room to
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reduce performance and save power. A negative slack signals a QoS
violation, requiring increased performance levels.

eBPF Governors computes slack from QoS feedback and adjusts
preferences using a threshold-based policy. If slack exceeds an upper
threshold, the preference hint increases to favor energy efficiency;
if it falls below a lower threshold, the hint decreases to enhance
performance. For example, consider a target latency of 100𝑚𝑠 and
a current latency of 90𝑚𝑠 with an upper and lower slack threshold
of 0.05; the slack would be 0.10 (100 – 90/100). Given upper and lower
thresholds of 0.05, a slack of 0.10 exceeds the upper threshold,
prompting an increase in the preference hint (e.g., from 0x00 to
0xFF) for power savings. If latency rises to 105 ms, slack becomes:
−0.05 (100 – 105/100). A slack of -0.05 falls below the lower threshold,
triggering a decrease in the hint (e.g., from 0xFF to 0x00) to restore
QoS. In our implementation, both thresholds are set at 0.05, ensuring
a consistent balance between energy efficiency and performance.

Although the HWP management policy is simple, it follows the
same basic principle of many state-of-the-art P-state selection poli-
cies that aim to slow down requests so they finish just in time to
meet the tail latency target [6, 7, 29, 58, 59]. The main novelty of
eBPF Governors is not in the power management policy itself, but
the novel eBPF-based power management subsystem design and
control of HWP, demonstrating superior dynamic power manage-
ment responsiveness.

3.4 eBPF Program Implementation

To adjust HWP performance preference hints dynamically, the eBPF
program interfaces with kernel functions managing CPU settings.
This is achieved through kfuncs, which expose predefined kernel
functionalities to eBPF programs [31]. Kfuncs enable eBPF programs
to call these functions within their execution logic, allowing modi-
fications to kernel state and interactions with low-level hardware
resources. The eBPF verifier enforces strict safety checks, ensuring
proper function usage, preventing kernel disruption, and validating
memory access safety, thus minimizing risks of instability from
mishandling hardware registers.

eBPF Governors utilizes kfuncs to expose key kernel functions
for managing preference hints. Specifically, we expose the func-
tion rdmsrl_on_cpu to read current settings from Model Specific
Registers (MSRs) and wrmsrl_on_cpu to write updated configura-
tions. These functions facilitate efficient, per-CPU adjustments of
HWP preference hints. By restricting access to rdmsrl_on_cpu and
wrmsrl_on_cpu via wrappers that expose only necessary function-
alities, we ensure safe, controlled operations avoiding interference
with unrelated system components.

Preference hints, ranging from 0 to 255 as 8-bit values, adjust
HWP settings from maximum performance (0) to maximum power
savings (255). Four predefined values—0x00 (performance), 0x80
(balanced performance), 0xBF (balanced power save), and 0xFF
(power save)—are optimized for general use. Figure 4 shows that
maintaining power-saving mode (e.g., 0xFF) and switching to per-
formance mode (e.g., 0x00) upon QoS violations is effective. This
binary approach avoids iterative tuning, enabling rapid adaptation
to workload changes while reducing overhead. Per-core adjust-
ments, supported by rdmsrl_on_cpu and wrmsrl_on_cpu, allow
targeting of application-specific cores with only ~206 𝜇s overhead.

We now detail the implementation specifics and address chal-
lenges encountered, including concurrencymanagement and eBPF’s
computational constraints.
3.4.1 Overcoming eBPF Constraints and Limitations.

Lightweight locks: In multi-core systems, applications may be
assigned to multiple CPU cores, each potentially generating concur-
rent QoS feedback for eBPF Governors. These feedback instances,
reflecting an application’s latency performance, can arrive simul-
taneously and be processed on different cores. Because each core
independently evaluates QoS and adjusts the performance prefer-
ence hints for the application’s assigned cores, conflicting decisions
may arise. For example, one core might detect a latency violation
and lower the preference hint to boost performance, meanwhile
another core, observing acceptable latency, increases it to save
power. This concurrency introduces race conditions, resulting in
inconsistent preference hint settings across the application’s cores,
undermining coordinated power management.

To ensure safe, coordinated updates to hardware registers across
multiple cores, we use the built-in bpf_spin_lock primitive pro-
vided by eBPF. This spin lock guarantees that only one core at a
time can modify the performance preference hints stored in the
model-specific registers, preventing race conditions and inconsis-
tent settings. Because bpf_spin_lock is implemented directly in
the eBPF verifier and runtime, it integrates seamlessly without ad-
ditional helper functions or complex bookkeeping. Its lightweight
design minimizes overhead and lock contention, allowing quick,
atomic updates even under high concurrency.

Floating point limitations: The eBPF environment lacks support
for floating-point arithmetic due to a restricted instruction set.
Despite this limitation, substantial computational functionality
remains achievable, as demonstrated by prior efforts simulating
floating-point operations [42], embedding machine learning models
for traffic classification [18], and optimizing packet processing [22].
For eBPF Governors , we address this constraint by modifying
latency handling and slack calculations to avoid floating-point op-
erations.

Specifically, we configure eBPF Governors to process latencies
reported at microsecond granularity, preserving precision without
requiring floating-point representation. Slack is then calculated
using fixed-point arithmetic, where we scale the numerator by a
constant (e.g., 1000) and adjust accordingly. This approach ensures
precise slack-based decisions without floating-point operations,
aligning with eBPF’s computational constraints while maintaining
necessary precision.

3.5 The eBPF Governors Userspace Service

eBPF Governors uses a lightweight service for initializing and
terminating the eBPF-based power manager, leveraging the libbpf
library and its mechanisms to set up, start, communicate with, and
gracefully end the eBPF program [16]. The primary objectives of this
service include providing APIs for applications to interact with eBPF
Governors, such as light-weight reporting of QoS feedbackmetrics
(further explained in section 3.6), and exposing configuration knobs
for server managers to fine-tune its behavior. For example, users
will need to specify the target tail latency for QoS-awareness and
the PID of the target latency-critical application.
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3.6 Low-overhead QoS Feedback with

Asynchronous eBPF Maps

Existing QoS-aware power management frameworks rely on pass-
ing QoS feedback to Userspace governors that run a power state
selection algorithms. While writing/reading to sysfs files have been
the traditional approach to pass information from userspace to ker-
nel space, the associated read/write syscalls introduce prohibitively
high overheads that hampers the responsiveness of the power man-
agement frameworks. By moving the power state selection to the
eBPF space, we need a low-overhead mechanism to provide QoS
feedback into the eBPF space.

To overcome this, eBPF Governors utilize a user ring buffer
(BPF_MAP_TYPE_USER_RINGBUF), a special type of asynchronous
eBPF Map that facilitate transfer of states between userspace and
kernel space. This enables applications to write QoS feedback data
directly to a memory region accessible by the eBPF program, en-
abling efficient and low-overhead data exchange of QoS metrics.
On the eBPF program side, the eBPF program reads the perfor-
mance metrics from the ring buffer, processes them, and adjusts
performance preference hints accordingly. This communication
mechanism between userspace and kernel avoids the typical syscall
overheads caused by writes to sysfs. Therefore, by utilizing this
interface for applications to directly report QoS feedback to eBPF
Governors, we can eliminate a fairly major source of workload in-
terference (syscall handling), as we demonstrate later in Section 4.4.

3.7 Shortcutting Client-provided QoS Feedback

with eXpress Data Path (XDP)

Several of our benchmark workloads poll QoS metrics from the
client as QoS feedback to guide power management. Instead of
application-provided QoS that can be reported through user ring
buffers, client-provided QoS is collected on the client side and must
be sent to the power manager on the server side, which adds some
overhead in how frequent QoS feedback can be obtained. Since
many prior works only update tail latency tables every 100ms [6,
7, 29], client-provided QoS is not a major overhead. However, we
observe that when powermanagement logic is moved to eBPF space,
this QoS feedback mechanisms can actually limit the responsiveness
of dynamic power management as the QoS feedback is too slow with
stale QoS status. Therefore, to properly evaluate the responsiveness
of eBPF Governors, we require a faster QoS feedback path for
client-provided QoS metrics.

To minimize the overhead of client-provided QoS feedback, eBPF
Governors leverages eXpress Data Path (XDP) to intercept and
process client-provided QoS feedback messages directly within the
operating system kernel. XDP is a high-performance, in-kernel
packet processing framework (introduced in Linux 4.8) that allows
custom code (via eBPF) to execute at the earliest stage of packet
reception, inside the network driver itself. This makes XDP ideal for
capturing specific packets (such as QoS feedback messages) with
minimal overhead, as packets are intercepted as soon as they hit
the NIC, avoiding costly kernel processing further up the stack.

In our demonstration, XDP uses a UDP-based messaging scheme
to gather client feedback. An userspace service provides a UDP
messages template carrying performance metrics (QoS data) along

SEC("xdp"): Links eBPF programs to XDP via ELF
static __always_inline int lock() {}
static __always_inline int unlock () {}

static __always_inline unsigned short
is_QoS_request(void *content) {}

static __always_inline void
parse_content(struct data_t *msg , void *content) {}

static __always_inline int
update_perf_pref(struct data_t *msg) {

lock ();
/* Custom power management algorithm */
unlock ();

}

SEC("xdp")
int get_packet(struct xdp_md *ctx) {

// Filter QoS request to process
if(is_QoS_request(ctx)) {

struct data_t msg = {0};
parse_content (&msg , ctx);
// Pass QoS feedback to power management policy
update_perf_pref(msg);
// Discarding the packets to save resources
return XDP_DROP;

}
// Passing along the rest of the packets
return XDP_PASS;

}

Listing 1: High level example of implementing power man-

agement by intercepting QoS packets with XDP.

with a unique identifier that tags each message with the corre-
sponding application or session. This predefined message structure
ensures that when a packet is intercepted, the contained metrics
and the identifier can be easily extracted and correctly associated
with the originating application instance. eBPF Governors uses
a designated UDP port for these QoS feedback messages, and it
is configured with the client machine’s IP address that is given to
the userspace service. The XDP program attached to the server’s
network interface quickly checks each packet’s IP and UDP header,
and only packets originating from the known client IP and destined
for the specific monitoring port are identified as QoS feedback,
while all other traffic is ignored or passed along normally.

In Listing 1, we present an example eBPF program snippet that
demonstrates how to filter packets carrying QoS information, ex-
tract relevant data from the packet, and use it to make informed
power management decisions. After processing the packet, the
program drops it to prevent redundant processing and conserve re-
sources. All other packets are passed through without interference.
To quantify the benefit, we measured the time from packet arrival
to handling in XDP versus Userspace. For the Data Caching bench-
mark running for five minutes, XDP processing was on average
214 microseconds faster, and at the 99th percentile, the difference
reached 1,301 microseconds.

3.8 Discussion: Opportunities for eBPF-based

Power Managers

eBPF Governors introduces a new framework for Linux dynamic
power management in modern systems. This approach addresses
current limitations and opens the door for numerous opportunities
beyond agile optimization of P-states.
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Network-Aware Power Management: Network traffic has
long been recognized as a valuable indicator of computational de-
mand, yet its integration into power management has faced practi-
cal challenges. Early work, such as NCAP [1], proposed enhancing
the network interface card (NIC) and its driver to monitor the rate of
incoming packets containing latency-critical requests. Building on
this concept, NMAP [28] later introduced a framework that exploits
transitions between polling and interrupts modes in the network
software stack. However, both approaches were constrained to sim-
ulation and software analysis due to implementation difficulties in
real systems. The eBPF-based power management framework from
eBPF Governors can be used to address this limitation through
eXpress Data Path (XDP), an eBPF facility that processes packets at
the network driver level with minimal overhead and also enables
fast modification to hardware configuration. With sufficient instru-
mentation of advanced network packet processing analysis, eBPF
Governors can be extended to implement network-aware power
management policies.

Kernel Telemetry for Workload Inference: In addition to
network integration, eBPF provides access to diverse kernel-level
telemetry, offering a means to infer workload demands for applica-
tions lacking explicit performance feedback. Power management
often depends on direct Quality of Service (QoS) metrics, which
are impractical black-box workloads. Previous studies have demon-
strated that system call patterns can predict application load, and
eBPF enables this analysis within the kernel [25, 45, 46]. Other
signals, such as interrupts for network or I/O activity, or scheduler
data revealing idle periods, can be used by an eBPF-based power
manager to further refine and adjust P-states dynamically.

Extending to Comprehensive Hardware Optimization: The
current eBPF Governors framework targets P-state optimization
through HWP performance preferences, but its design supports
expansion to other hardware domains such as processor C-States,
cache partitioning, memory, and I/O managements [6, 43, 47]. This
holds promise in moving dynamic resource management to eBPF
space to improve responsiveness and serve as a central coordinated
controller for the myriad hardware knobs that exist in modern
computer systems.

4 Evaluation

4.1 Methodology

Server:We conduct our experiments on a server with dual AMD
EPYC 9124 32-core Processors and SMT disabled. These processors
can reach a maximum clock speed of 3713 MHz and are managed by
the amd-pstate-epp scaling driver. The server is equipped with 64
GB of memory and 1TB of SSD storage. Frequency readings for all
experiments are obtained using the psutil Python library, which
provides per-core CPU frequency data, while energy consumption
is measured via Running Average Power Limit (RAPL) interface.

Our system runs on a customized Linux 6.8 kernel to provide our
custom kfuncs designed to change performance preferences. Net-
working is provided by a Broadcom NetXtreme BCM5720 Gigabit
Ethernet controller. To support our in-kernel power management
experiments, we utilize an eBPF toolchain consisting of bpftool
version 7.5.0, coupled with libbpf v1.5, which enables us to load,
manage, and inspect eBPF programs directly within the kernel.

Evaluated Policies: In our evaluation, we evaluate awide-range
of dynamic power management policies as follows (also previously
detailed in Table 1):
• Schedutil: An advanced Linux CPUFreq governor based on
load estimation through the Linux scheduler’s Per-Entity Load
Tracking (PELT) mechanism [11]. In many of our experiments,
this scenario represents the baseline for existing LinuxCPUFreq
power management.

• Userspace (Rubik): A QoS-aware DVFS policy running in the
Userspace governor of CPUFreq. This policy is based on Ru-
bik [29], a state-of-the-art general purpose DVFS management
policy which identifies the lowest frequency that satisfy the
tail latency target by computing a latency slack.

• Hardware-managed P-state (HWP): This policy fully controls
hardware P-state in the processor by setting the DVFS dri-
ver to active mode. We evaluate HWP with both the highest
Performance preference hint and the lowest Power preference
hint to demonstrate both the upper- and lower-bound power
consumption of HWP.

• Userspace+HWP: A QoS-aware Userspace governor that dy-
namically manages HWP performance preference hints to
maintain QoS. To the best of our knowledge, this is also the
first demonstration of a Userspace governor that guides
HWP instead of P-states.

• eBPF Governors: This policy moves all performance prefer-
ence selection into the eBPF program and guides HWP through
fast MSR writes. When compared to the previous policy, we
can identify the responsiveness benefits of moving selection
logic from userspace to eBPF space.

Workloads:We evaluate our system using a diverse set of work-
loads that represent typical tasks found in modern server environ-
ments. First, we run the Triton Inference Server [41], which performs
machine learning inference tasks using DenseNet. Next, we use
the Data Caching benchmark from CloudSuite [17], a network-
intensive application simulating real-world data retrieval scenarios.
Additionally, we include three microservices workloads from the
DeathStarBench [19] suite: Social Network, Hotel Reservation, and
Media Services. These workloads cover a broad spectrum of latency
sensitivities and workload types commonly observed in cloud data
centers today.

All workloads are instrumented to send performance metrics
directly from clients to the system manager over UDP (the default
behavior of these workloads report from client, but not necessarily
UDP). These metrics can then be intercepted at the kernel level
via XDP. Recall, we found traditional client-side QoS reporting
mechanisms to be too slow and impede our evaluation of eBPF
Governors’ responsiveness. Additionally, for the Triton workload
specifically, performance metrics are also collected server-side and
reported to the manager through asynchronous eBPF Maps.

4.2 Result under Real-world Load Pattern

To evaluate eBPF Governors, we first test its performance for the
CloudSuite Data Caching workload using a real-world traffic trace
from the SWIM project [51]. In its original form, the trace records
utilization at the granularity of minutes. In fact, many publicly
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Table 2: Comparison of average frequency, power consump-

tion, and QoS attainment under a real-world workload trace.

Power savings are w.r.t. Schedutil. The table also includes

an entry for the ablation configuration in Section 4.3. eBPF

GOVERNORS achieves substantial power savingswhilemain-

taining high quality of service.

Avg. Frequency

(MHz)

Power (W)

(Savings)

QoS

Attainment

CPUFreq Schedutil 3292 73.1
(——) 98%

Userspace Governor
(Rubik) 3288 72.9

( -0.3% ) >99.5%

HWP w/
Performance Pref. 3220 72.5

( -0.8% ) >99.99%

Userspace + HWP 2649 71.1
( -2.7% ) >99.9%

eBPF GOVERNORS
w/o QoS Shortcut

(Ablation, Section 4.3)
2493 67.3

( -7.9% ) >99.9%

eBPF GOVERNORS 2472

65.1

( -10.9% )
>99.99%

HWP w/
Power Pref. (No QoS) 2357 64.2

( -12.2% ) 97%

available data center utilization traces are typically in the gran-
ularity of minutes, or with job timestamps at second granularity.
With such slow changes, these traces are not volatile enough to
sufficiently stress most dynamic power management governors.
However, the primary goal of our work is to design a manager that
excels under rapid, sub-second workload fluctuations. Therefore,
to model volatility, we replay the trace load pattern with an arti-
ficially accelerated update rate of 50 ms, simulating the kind of
fast-changing conditions common in modern services.

Table 2 presents the results. In this experiment, we measure the
power savings along with the average core frequency. To measure
the request latency impact of various dynamic power management
schemes, we measure QoS Attainment, defined as the percentage of
requests that meet the target latency requirements. Compared to
Schedutil, Userspace (Rubik) achieves slightly better power savings
at higher QoS attainment due to being QoS aware. The power sav-
ings are modest (0.3%) due to the overhead of Userspace governors
setting frequency through sysfs. HWP with Performance prefer-
ences achieves better power savings by offloading P-state selection
to the hardware and achieves a high QoS attainment by making
conservative power savings decisions, favoring higher frequencies.

HWP with Power preference achieves the lowest average fre-
quency, and therefore is the upper-bound of power savings (12.2%),
but at the cost of frequent QoS violations. Due to the lack of QoS
awareness, this policy experiences about 3% of requests with unac-
ceptable tail latency. eBPF Governors is able to come within 1.2%
power savings of this aggressive power saving policy, while still sat-
isfying QoS. eBPFGovernors achieves a power consumption reduc-
tion of 10.9% compared to Schedutil.Compared toUserspace+HWP
using the same decision logic, eBPF Governors achieves 4x
more power savings by avoiding the overhead of Userspace gov-
ernors and offloading to eBPF programs.With eBPF Governors,
less than 0.01% of requests violate latency targets, demonstrating
that our approach offers a better trade-off balance between energy
efficiency and service quality under volatile loads.

4.3 Ablation Study: Limiting the Benefit of XDP

QoS Feedback

To isolate the benefit of in-kernel decision making from the addi-
tional feedback-path acceleration provided by XDP, we conduct an
ablation study using the same Data Caching setup and real-world
trace configuration from Section 4.2. In the full eBPF Governors de-
sign, XDP intercepts client-provided QoS feedback directly in the
kernel, allowing the manager to process a high throughput of QoS
responses with minimal overhead. For this ablation, we keep the
eBPF-based governor without the benefit of the QoS shortcut path.
Instead of sending QoS status on every response, the client sends
a single QoS update every 100 ms containing the average QoS ob-
served over the previous interval. This preserves the eBPF-based
decision logic, the XDP processing path, and the HWP control
path, but removes the benefit of high-throughput, low-overhead
per-response feedback processing.

The results are shown in Table 2. Under this aggregated-feedback
configuration, eBPF Governors still achieves 7.9% power savings
compared to Schedutil while maintaining greater than 99.9% QoS
attainment. This demonstrates that a substantial portion of the
benefit comes from moving the power-management decision logic
into eBPF space and guiding HWP fromwithin the kernel. However,
the full eBPFGOVERNORS configuration improves power savings
from 7.9% to 10.9% and reduces average power from 67.3 W to
65.1 W. These results show that the gains of eBPF Governors are
not solely due to QoS shortcutting, but that XDP’s ability to handle
high-throughput QoS feedback with very low overhead provides
an important additional benefit.

4.4 Userspace Governor vs eBPF Overheads

In this experiment, we aim to measure the overhead impact of
moving power management decisions from Userspace governors
to eBPF space. Overheads from Userspace governors can occur due
to frequent frequency change events, which results in writing to
sysfs files, which in turn invoke syscalls. While these frequency
change overheads are off the critical path of the application’s re-
quest processing, the constant syscall handling can result in some
workload interference. Moving power management to eBPF avoids
this costly overhead by using eBPF kfunc functionality to directly
write to processor MSRs to guide power states.

We compare the workload’s average request latency when run-
ning with Userspace+HWP and eBPF Governors, with otherwise
identical conditions running the real-world traffic pattern. The re-
sults, presented in Figure 5, illustrate the normalized request latency
between operating the power manager in Userspace versus eBPF
space. The eBPF-based power manager consistently resulted in
lower average latencies across all tested workloads. The reduction
in latency ranges from 1.7% up to 10%, with an average of 5.3%.
Thus, Userspace governor overheads can result in an average
of 5.3% latency increase for workloads, a sizable increase due to
unintended workload interference.

Note that eBPF Governors runs at a 7% lower frequency than
Userspace+HWP (2472 MHz vs 2649 MHz), and thus, eBPF Gov-
ernors should experience an increase in request processing time.
Yet, eBPF Governors experiences lower average latency due to
the avoided contention of syscall handling. Thus, these estimates
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Figure 5: Average workload latency of eBPF Governors nor-

malized w.r.t. Userspace+HWP. Syscalls and context switches

associated with userspace governor’s P-state update, even

with HWP, lead to significant workload interference. eBPF

Governors avoids this and improves overall average latency.

of workload contention are conservative and would be greater if
frequency is fixed for both scenarios.

Although not shown, we also evaluate and compare eBPF Gover-
nors’ overhead compared to HWPwith Performance preference and
notice no measurable difference. Since eBPF Governors’s decision-
making is entirely in eBPF space and hardware reconfiguration
is done through writes to MSRs, there is no syscall handling or
context switching which interferes with workloads.

4.5 Tracking QoS with eBPF Governors

Figure 6 illustratively demonstrates the functionality of eBPF Gov-
ernors’ in just meeting the target tail latency. Figure 6 (top) shows
the step-wise load pattern used in this experiment, where we step
through 4 load levels, remaining at each load level for ~100 mil-
liseconds. We compare eBPF Governors with HWP with per-
formance preference set to Performance and Power, along with
Userspace+HWP.

Figure 6 (middle) shows the latency of Data Caching. We observe
that only HWP with Power preference experiences latency spikes.
HWP with Performance is biased to run at higher frequencies and
can avoid QoS violations, while eBPF Governors is responsive
enough to sustain QoS levels under high load variability. In this
scenario (100ms load fluctuations), Userspace+HWP is able to suc-
cessfully track the QoS and also satisfy QoS requirements. HWP
with Power is biased for power savings and thus can violate QoS
levels, where we observe a spike in latency at the highest load.

Figure 6 (bottom) shows the average power and frequency con-
figuration during this activity trace. Configurations in which the
QoS violation occurs are shown with hatch patterns. As expected,
HWP w/ Performance consumed the most power due to favoring
a higher frequency state. While HWP w/ Power saves the most
power with the lowest average frequency, it is not QoS aware. eBPF
Governors is able to nearly match the power savings of HWP
w/ Power but maintain QoS by responsively tuning the HWP bias.
eBPF Governors adjusts HWP’s preference hints on the fly to save
power when possible while stepping in quickly to boost perfor-
mance if QoS starts to slip. This dual focus sets it apart from HWP

Figure 6: Comparison of power management strategies

under a synthetic dynamic workload, evaluating eBPF

Governors against baseline Hardware-Managed P-States

(HWP) with power and performance preferences, and

Userspace+HWP. Shaded bars indicate scenarios that ob-

served QoS failures.

alone. eBPF Governors also beats Userspace+HWP, due to the
higher responsiveness of making decisions in eBPF space instead of
in userspace. This highlights the massive responsiveness benefits
due to shifting power management decisions into the eBPF space.

4.6 Responsiveness to Load Volatility

One of the primary advantages of implementing power manage-
ment within the kernel is the ability to respond more swiftly to
load changes. Figure 7 quantifies the benefits of moving the power
management logic from userspace to our eBPF-based kernel solu-
tion. To evaluate this, we subject the various workloads and power
management techniques to a synthetic traffic pattern that alternates
between 50% and 100% load, similar to a 50% duty cycle. We sweep
a range of time between load changes, from 5000ms down to 1ms,
to mimic the load volatility of a workload. For example, an x-axis
value of 100ms in the figure indicates that the traffic pattern is
100% load for 100ms, then 50% for 100ms, then repeats. The y-axis
shows the average power consumption of the workloads under
various power management governors, normalized to the power
consumption of a Userspace governor implementing Rubik [29],
a state-of-the-art frequency state manager. We also indicate the
power savings compared to Userspace (Rubik) above the bars for
HWP with Performance preference (red), Userspace+HWP (blue)
and eBPF Governors (green).

Compared to the baseline, HWP with Performance preference
marginally outperforms Rubik by up to 2.2% across all workload
volatility. Userspace+HWP is able to achieve greater power savings,
up to 10.9%, when the load volatility changes are 100ms or above.
Recall that many prior works in QoS-aware power management
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Figure 7: Power saving of eBPF Governors compared to var-

ious power managers during fast load changes. The x-axis

represents the time between load changes of a duty-cycle load

between 50% and 100%. Results are normalized to a Userspace

governor implementing Rubik [29], a state-of-the-art P-state

policy. As the frequency of changes increases (greater work-

load volatility), eBPF Governors can sustain power savings

while other techniques diminish.

use 100ms as a minimum time between adjusting DVFS configura-
tions [7, 29], due to the overhead of modifying hardware P-states
requiring syscall overheads writing to sysfs files. We see that once
the load volatility changes below 100ms, the power savings from
Userspace+HWP decrease drastically due to not being able to adapt
to the fast load changes. In fact, the savings regress towards HWP
with Performance preference, indicating that the policy tends to be
stuck at the highest performance preference hint.

In comparison, eBPF Governors is able to achieve greater power
savings compared to other techniques and sustain that power sav-
ings even under load volatility with millisecond time between load

changes. For load volatility above 100ms, eBPF Governors achieves
from 3.2% up to 15.3% power savings. With load volatility under
100ms, where other techniques begin to fail, eBPF Governors con-
tinues to achieve significant power savings, from 7.8% up to 19.2%
in power reduction compared to the baseline. In the maximum
savings scenario, eBPF Governors achievesup to 6.6xmore power
savings than Userspace+HWP (19.2% vs 2.9% for Data Caching at
10ms) and 2.2x (11.3% vs 5.1% for Hotel Reservation at 50ms) in the
least savings scenario. This demonstrates how the responsiveness
of power management decisions in eBPF space can enable agile
power management configuration under high workload volatility.

5 Related Work

DVFS dynamic power management Power management and
performance optimization for latency-critical and energy-intensive
workloads have been widely studied, with significant progress in
dynamic voltage and frequency scaling (DVFS), machine learning-
driven resource management, and efficient use of hardware power
states [7, 9, 21, 23, 29, 33, 34, 52–54, 58–60]. DVFS has been a cor-
nerstone for energy efficiency in computing systems, dynamically
adjusting processor frequencies based on workload demands.

Rubik employs fine-grained DVFS to maintain QoS while achiev-
ing significant power savings for latency-critical workloads [29].
Gemini extends this idea by using neural networks to predict query-
specific service times, introducing a two-step DVFSmechanism that
optimizes power consumption and reduces tail latency for search
engines [58]. Electro further demonstrates the effectiveness of pre-
dictive models, consolidating queries based on predicted durations
to increase idle periods and enable deeper low-power states [36].

Frequency Governors for Cloud OLTP workloads add to this
paradigm with a reactive DVFS governor that dynamically adjusts
frequencies based on core utilization and sleep state occupancies, op-
timizing power efficiency for transactional database workloads [50].
Lastly, to deliver low latency, high throughput, and efficiency, the
IX operating system [2] utilizes DVFS in its control plane, enabling
dynamic adjustments of voltage and frequency based on workload
demands and ensuring significant power savings, especially during
periods of reduced utilization. While these approaches highlight
the utility of prediction and dynamic control, their reliance on fixed
models or delayed feedback often limits their responsiveness to
microsecond-scale workload variations.

In datacenter environments, the management of energy and per-
formance trade-offs becomes increasingly complex due to the preva-
lence of microservices and latency-sensitive applications. ANT-Man
introduces a hierarchical framework for fine-grained power man-
agement, which can improve energy efficiency by leveraging the
variability between microservices which comprise an end-to-end
application [23]. Duplexity addresses the challenge of very short
microsecond-scale stalls with heterogeneous core architectures
that dynamically allocate resources between latency-sensitive and
throughput-oriented tasks [38].

C-state dynamic power management 𝜇DPM coordinates
request delaying and DVFS to manage power dynamically, achiev-
ing energy savings even under stringent latency constraints [7].
Alongside these, studies on enhanced low-power states, such as
AgileWatts, demonstrate the potential of optimizing deep C-states
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to significantly reduce power consumption with minimal latency
penalties [57]. Heracles complements this by using feedback control
and isolation techniques to co-locate batch and latency-sensitive
workloads while minimizing interference and maximizing idle-state
utilization [35]. These approaches underline the importance of
agility and QoS-awareness in data center C-state management.

While existing techniques provide substantial advancements,
many are constrained by their reliance on fixed hardware con-
trols or limited programmability. Our work builds on these insights
by leveraging eBPF for real-time decision-making and integrating
hardware-managed P-states to dynamically balance energy effi-
ciency and performance. This approach addresses the limitations
of traditional frameworks, offering improved responsiveness and
scalability for modern, heterogeneous workloads.

Moving kernel functionality into eBPF While eBPF was ini-
tially developed for network packet processing, the utility of eBPF
now extends beyond that to system-wide monitoring and decision-
making. For example, Linux kernel schedulers have been extended
to run in eBPF programs, such as ghost [24]. As more kernel fa-
cilities shift into eBPF space, it can potentially provide real-time
insights into workload distribution and scheduling, serving as valu-
able inputs for future dynamic powermanagement decision-making.
By integrating such monitoring capabilities, eBPF programs can
deliver fine-grained, context-aware adjustments to system perfor-
mance and energy consumption, further enhancing their role in
future power management frameworks.

6 Conclusion

Existing dynamic power management frameworks make a trade-off
between QoS-awareness and being responsive to workload fluctua-
tions. On one end, QoS-aware dynamic powermanagement perform
P-state selection in userspace and informs the hardware’s frequency
through Userspace governors. On the other, Hardware Managed
P-states (HWP) enable highly-responsive P-state selection to occur
on the processor itself, without any view of application-level QoS.

To bridge this gap, this paper proposes eBPF Governors, which
moves power performance state (P-state) selection to eBPF pro-
grams. eBPF Governors provides low-overhead application-level
QoS feedback, and retains the responsiveness of HWP by guid-
ing performance preference bias hints. In real-world experiments,
we demonstrate how eBPF Governors provide superior power
savings under highly varying workload fluctuations. Oftentimes,
eBPF Governors sustains 2-6x more power savings than state-of-
the-art policies for high volatility workloads. This paper hopes to
build the foundation for a new generation of in-kernel, responsive,
eBPF-based power management solutions and hope the Linux/eBPF
community continues to extend and support such works.
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